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Therefore, not 
understanding is not in itself 
a reason to be suspicious.





ML as a knowledge-generating enterprise
Amongst philosophers there is near consensus that:

Knowledge is Justified, True Belief

● Belief: a mental state that has a proposition as an object
○ Proposition: a truth evaluable sentence (e.g., A eucalyptus tree is larger than a hummingbird)

● True: the relationship between a proposition and a state of affairs in the world
○ “This eucalyptus tree is larger than this hummingbird” and this eucalyptus tree is in fact larger 

than this hummingbird

● Justification: the manner in which an individual comes to have the belief
○ It might be true that JJ committed a crime, but we can’t put JJ in prison without having good 

justification for this true belief



K = JTB - but what about JFB?
According to the knowledge equation, the elements can come apart:

● Justified False Belief exists. It is not knowledge however.
○ “I believe X because Stephen Hawking told me” ← justified based on authority

■ But sometimes even Stephen Hawking made mistakes!

In ML:



Is all Justification Explainable? 
Many common forms of justification are explainable:

● Appeal to authority
○ “I know that X because authority Y told me that X”

● Coherentism
○ “I know that X is justified because it coheres with the rest of my beliefs”

● Foundationalism
○ “I know X because I deduced X from some basic (self-justifying) beliefs”

In each of these cases, we can articulate why X is justified



Justification without Explainability
According to Epistemologists, this is possible!

It is called: Reliabilism

● “I believe that X because X was produced by a reliable, cognitive process”

Vision is a common example. 

● I know that “This eucalyptus tree is larger than this hummingbird” because I 
can see that it is the case

Just as with the other kinds of justification, JFB is possible here too.



The Reliabilist Interpretation of ML

We can’t explain what’s going on in the model, but it doesn’t matter. It’s reliable!



Are calls for explainability misplaced?
Many ML models carry out functions that go beyond simple entertainment:

COMPAS → makes recommendations on when to grant parole based on risk 
score

Equifax → uses machine learning for credit scoring and loan worthiness

Forensic DNA Phenotyping →  reconstructs facial features (and race, gender) 
from DNA found at a crime science.

Sometimes we require a decision be morally justified as well as 
epistemically justified



Example of COMPAS

https://www.propublica.org/article/machine-bi
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The (im)possibility of reliabilist moral justification
K = JTB is sufficient for Moral Knowledge.

But in cases of Moral Knowledge, Justification cannot be reliabilist.

Requirements of moral justification:

● Defeasibility/Contestability → because a moral decision can impact welfare 
there is a right to redress

● Accountability → because one must be able to show how the decision fits into 
the context in which the decision is made and how it is amenable to the moral 
constraints of that context

A black-box reliabilism does not admit of either of these. No mechanism of redress 
and no accountability.



The End


